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Abstract—Blockchain protocols require nodes to verify all received transactions before forwarding them. However, massive spam
transactions cause the participants in blockchain systems to consume many resources in verifying and propagating transactions. This
paper proposes a reputation-based mechanism to increase the efficiency of processing transactions by considering the reputations of
the sending nodes. Reputations are in turn adjusted based on the quality of transaction processing. Our proposed reputation-based
mechanism offers three main contributions. First, we modify the verification strategy so that nodes set a probability of verifying a
received transaction considering the likelihood of it being spam: transactions from a node with a low reputation have a high probability
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transactions to reputable receivers. Third, we design a data request protocol that provides alternative data exchange methods for
nodes with different reputations. A series of simulations demonstrate the performance of our reputation-based mechanism.
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1 INTRODUCTION

B LOCKCHAINS have emerged as impressive and transfor-
mational ledgers that safely store transaction histories

and participants’ accumulated credits. Their use is particu-
larly associated with Bitcoin [1], the most successful cryp-
tocurrency, and others like Ethereum [2] [3] and EOS [4].
They have made cryptocurrencies the most visible examples
of successful peer-to-peer (P2P) systems.

Blockchains’ rapid development has been accompanied
by denial of service (DoS) and distributed DoS (DDoS)
attacks [5] [6]. Attackers generate spam transactions, which
may be spread across the network by other nodes. Although
verification by block generators prevents valid blocks from
including the spam transactions, they can delay the trans-
mission of valid transactions, and so waste communication
resources. As block generators have to store and transfer all
transactions that are waiting to be confirmed, spam transac-
tions would fill their storage and network bandwidth, thus
severely impeding the storage and dissemination of valid
transactions. Therefore, the spread of spam transactions is
incredibly wasteful and destructive to the network, and the
smooth running of a blockchain system requires the efficient
suppression of spam transactions.

This paper proposes a method to improve system effi-
ciency. We design a reputation-based mechanism that con-
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siders the quality of received transactions. In general, a node
would assign a higher reputation to a neighbor that sends
more valid transactions. Any neighbor that keeps sending
spam transactions will be assigned a lower reputation. Each
node has a reputation threshold, and will not connect with
neighbors with a lower reputation.

The reputation-based mechanism can also handle trans-
action processing between nodes, including the communica-
tion of transactions in the network and the communication
of data on the blockchain. First, we propose a verification
strategy supported by the reputation-based mechanism.
Upon receiving a new transaction, a node needs to decide
whether to verify it. Generally, the node will consider the
sender’s reputation: if it is low, the node does not trust the
sender, and so assumes a high probability of it sending
spam transactions. A sender with a high reputation will
be assumed to be more likely to send valid transactions.
Therefore, a node can choose to verify a transaction with
a probability related to the sender’s reputation. Second, we
use the reputation-based mechanism to optimize transaction
forwarding. Reputation can support the prioritization of
neighbors to receive forwarded transactions, thereby speed-
ing up the propagation of transactions to honest nodes.
When limited by the network bandwidth, nodes will prefer
to send transactions to those neighbors with higher rep-
utations. Third, we design a protocol to allow nodes in
blockchain systems to request data. While nodes with a high
reputation can keep interacting with each other, nodes with
a low reputation can also request data by exchanging their
computational resources for services.

This paper offers the following main contributions.

• We design a reputation-based mechanism that allows
each node to compute a reputation value for each
of its neighbors. Intuitively, a node forwarding more
valid and fewer spam transactions would have a
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higher reputation.
• We propose a verification strategy that allows the

system to reduce the spread of spam transactions
by selectively verifying a proportion of the received
transactions. A node will be more likely to verify a
transaction from a disreputable sender.

• Supported by the reputation-based mechanism, we
optimize the transaction forwarding protocol to re-
duce propagation delay. Specifically, a node preferen-
tially forwards transactions to reputable neighbors.

• We design a two-phase data-request protocol to al-
low reputable nodes to exchange data, and we enable
low-reputation nodes to pursue services in exchange
for offering their computational resources.

• Extensive simulations for different environments
demonstrate the performance of our mechanism.
They show the proposed reputation-based mecha-
nism to efficiently reduce the spread of spam trans-
actions by screening out most of the malicious nodes
generating them. Moreover, our optimized transac-
tion forwarding protocol can reduce delays in the
network’s transaction propagation.

The rest of this paper is organized as follows. Section 2
discusses related work. Section 3 formulates the overall en-
vironment and assumptions discussed in this paper. Section
4 proposes the reputation-based mechanism and discusses
its features. Sections 5 and 6 discuss strategic verification
and introduce an optimized transaction-forwarding proto-
col, respectively. For data exchange among nodes, we pro-
pose a data request protocol in Section 7. Section 8 reports
a series of simulations demonstrating the performance of
our mechanism. The last section concludes this paper with
a summary and discussion of potential future work.

2 RELATED WORK

Bitcoin was invented in 2008 by Satoshi Nakamoto [1] and
has become one of the most popular P2P applications. It
relies on a blockchain that records transactions generated by
P2P network participants as a distributed ledger. Its prop-
erties, such as decentralization, openness, and immutability,
have made Bitcoin the most attractive cryptocurrency. En-
couraged by its success, other cryptocurrencies like Ethers
in Ethereum [2] [3] and EOS in EOSIO [4] were developed.
These cryptocurrencies have developed new features to
make them attractive to some users and investors. Ethereum
has introduced a smart contract deployment to extract the
capability of blockchain. EOSIO has attempted to provide
a decentralized application development environment that
offers high transaction throughput.

Blockchains also have drawbacks, one being vulnera-
bility to various types of attack. Researchers have sought
to identify possible attacks on the blockchain and defend
against them. For example, malicious blockchain mining
strategies have been well studied [7]–[9]. Eyal et al. [7]
showed that miners could strategically mine for unfair
profits. Garay et al. [8] formalized Bitcoin’s properties and
offered a simple solution to improve security. Pass et al.
[9] proposed a Fruitchain design to ensure fairness and
decrease the variance of mining rewards.

DoS and DDoS attacks are common in blockchain sys-
tems. They involve attackers propagating a large number
of spam transactions to congest the system. There are two
main types. One propagates massive amounts of spurious
data to waste resources. Luu et al. [10] studied this type
of attack in a blockchain system with smart contracts and
showed that numerous invalid transactions can either waste
miners’ computational resources or lead miners to accept
blocks with incorrect script results. Pontiveros et al. [11]
developed a strategy of enacting sluggish contracts with
slow execution times in the virtual machine to give attackers
an advantage over their competitors. The second type of
attack propagates transactions with high transaction fees.
Baqer et al. [12] presented an empirical example attack on
Bitcoin, showing that the attack increases the transaction
fees of non-spam transactions and delays their processing.
An analysis of this type of attack in the Ethereum network
[13] found an increase in the gas price of Ethereum. Some
works have sought to solve these problems. Reyzin et al. [14]
improved the speed of verification and reduced the verifier
load via the design of authenticated dynamic dictionaries.
Signorini et al. [15] proposed to build a threat database,
which collects patterns of malicious transactions and detects
potential attacks. Saad et al. [16] illustrated the impacts of
DDoS attacks on cryptocurrency systems’ memory pools.
They also formulated an attack model that causes massive
transaction backlogs and increases mining fees. They re-
quired transactions to meet a threshold of fee and age to
prevent spam transactions [17]. Yang et al. [18] provided a
spam-transaction intrusion-detection model based on deep
learning.

A possible solution to DoS or DDoS attacks in P2P
systems is a reputation mechanism for nodes to evaluate the
trust level of other participants in the network. Resnick et al.
[19] enumerated the pros and cons of eBay, which has one
of the earliest centralized Internet reputation mechanisms.
However, most P2P networks do not have centralized parts,
thus decentralized reputation frameworks have been pro-
posed [20]–[22].

Blockchains bring new concepts and challenges to the
design of reputation systems. Some works have applied
blockchains to reputation mechanisms to expand their capa-
bilities in different scenarios. Carboni [23] demonstrated the
feasibility of replacing a traditional centralized reputation
system with a decentralized system deployed on the Bitcoin
blockchain. Fortino et al. [24] proposed a reputation-based
model involving reputation evaluation compatible among
different local Internet-of-Things networks. Liu et al. [25]
focused on the consumer–retailer reputation management
and proposed an anonymous blockchain-based reputation
mechanism. Khaqqi et al. [26] proposed an emission trading
scheme model customized for Industry 4.0 integration. They
combined blockchain technology and reputation evaluation
to improve the scheme’s efficacy and address fraud. Shala
et al. [27] presented a blockchain-based trust-evaluation
mechanism for machine-to-machine interactions.

Reputation mechanisms can also be applied to
strengthen blockchains. Gai et al. [28] presented a proof-
of-reputation, in which reputation is the incentive for both
good behavior and block publication. Chai et al. [29] ap-
plied a blockchain-based resource-sharing paradigm on the
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Internet-of-Vehicles. They used a reputation value to in-
dicate the reliability of vehicles and employed proof-of-
reputation to reduce the resource consumption by the con-
sensus mechanism. Li et al. [30] considered the number
of node communication links and degree of node trust
to improve communication efficiency, but they did not
specify the method of calculating the degree of trust. No-
joumian et al. [31] applied a reputation-based paradigm
to prevent dishonest miners in the blockchain during the
consensus process. Yu et al. [32] deployed a reputation
mechanism based on voting and rotation on their RepuCoin
blockchain for blockchain consensus. Compared with tradi-
tional blockchains, RepuCoin guarantees high security and
higher transaction throughput. Oliveira et al. [33] proposed
a blockchain reputation-based consensus to prevent mali-
cious actions on the blockchain. Their mechanism selects a
set of miners to generate new blocks, and randomly selects
judges to monitor the miners.

3 ENVIRONMENTAL SETTINGS

We propose here environmental settings including verifica-
tions, transactions, and nodes.

3.1 Transaction Verification Cost

The continuous updating of transactions in a network relies
on the generation of new blocks, which in turn relies on the
maintenance of nodes. The generator of a new block would
pack in it a subset of valid transactions after verifying them.
As encouragement, the block generator receives transaction
fees from the proposers of the packed transactions. In gen-
eral, a block generator tends to pack transactions with more
transaction fees and fewer verification costs to maximize its
profits. Thus, the verification cost is a crucial consideration
for block generators.

Generally, a valid transaction must meet some require-
ments. For instance, its format must be correct and it must
contain legal signatures. To ensure the validity of transac-
tions, nodes need to run different verification operations,
which can be represented as a series of instructions. Inspired
by different CPU instructions with different predetermined
running cycle costs [34], the instructions that occur during
blockchain verification also assigned different costs. We use
the concept of cycle to measure one unit of computational
cost. By indicating the cycle cost of each instruction in
advance, the computational cost of verifying a transaction
can be represented by the total number of required cycles.
In this way, all nodes can unambiguously compute the total
cycle cost of verifying each transaction.

When proposing a new transaction, the proposer is re-
quired to attach the corresponding cycle cost as an essential
part of the transaction. There are three reasons for this.
First, an incorrect cycle cost can indicate to others that the
transaction sender has either not verified or misrepresented
the cycle cost. Second, nodes can schedule the verification
of transactions in cost order. Third, verification may cause
a halting problem that is not computable [35], thus nodes
are responsible for pointing out the computational cost of
transactions.

3.2 Types of Transaction

Transactions in common blockchain environments can es-
sentially be classified as valid or invalid. In our environ-
ment, each transaction not only contains regular transaction
components but also a cycle cost to measure the resources
required for verification. The correctness of the cycle cost
represents another factor by which transactions can be clas-
sified. We define three types of transaction based on validity
and the correctness of cycle cost. A transaction can be:

• Valid with correct cycle cost (VC transaction). The
transaction is valid, and the attached cycle cost is
correct. It can be verified, and the attached cycle cost
matches the real cycle cost.

• Valid with incorrect cycle cost (VI transaction). The
transaction is valid, but the attached cycle cost is not
correct. It can be verified, and the attached cycle cost
does not match the real cycle cost.

• Invalid. The transaction should not be forwarded,
but should be intercepted and excluded from the
blockchain.

The following discussion focuses on these three types of
transaction. Invalid transactions as defined here are consid-
ered spam.

3.3 Types of Node

Nodes in blockchain networks may have complex behavior
modes. To simplify the behavior modes of nodes in our
environment, we classify nodes by their behaviors regarding
the generation, verification, and forwarding of transactions.
A node can be:

• Honest. An honest node use rules to verify trans-
actions. It forwards verified VC transactions and
verified VI transactions after revising the cycle cost.
It also forwards transactions that it decides not to
verify. It generates VC transactions.

• Lazy. A lazy node does not verify transactions but
forwards all transactions. It generates VC transac-
tions.

• Malicious. A malicious node does not verify transac-
tions. It forwards all transactions without verification
and generates VC, VI, and invalid transactions.

Honest nodes follow the rules and protocols when
generating, verifying, and forwarding transactions. The
blockchain system can run as expected when all nodes are
honest. To encourage nodes to behave honestly, the network
system should protect and promote honest nodes and pe-
nalize others. Unless otherwise stated, the nodes discussed
in this paper are honest nodes by default.

Lazy and malicious nodes are collectively called dishon-
est. Lazy nodes facilitate the spread of invalid transactions
but do not deliberately generate them. Malicious nodes
facilitate the spread of invalid transactions and generate
them to disrupt the network. Intuitively, malicious nodes
are more harmful to the blockchain system than lazy nodes,
as lazy nodes do not generate invalid transactions. Thus,
the network system should punish lazy nodes slightly, and
punish malicious nodes severely.
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4 REPUTATION-BASED MECHANISM

This section first presents our reputation-based mechanism
that considers the quality of transactions from neighbors.
In general, a node that transfers more VC transactions
has a higher reputation value. We also summarize several
properties and advantages of the mechanism and analyze
some potential attacks on the mechanism.

Node 𝑖

𝑅𝑖𝑗

𝑖’s Reputation List

Update 𝑅𝑖𝑗

𝑖’s Computational Unit

𝑅𝑖𝑗 , 𝑇 1. 𝒋 sends transaction 𝑻 to 𝒊

Result 𝑇

𝑇

𝟐. 𝒊 gets verification result
by importing 𝑹𝒊𝒋, 𝑻

𝟑. 𝒊 updates 𝒋’s reputation
by verification result

Node 𝑗

Node 𝑘

Node 𝑙

𝑇

𝟒. 𝒊 forwards 𝑻 to other peers

Fig. 1. Overview of how transaction forwarding and the reputation-based
mechanism affect each other.

4.1 Design of the Reputation-based Mechanism

4.1.1 Overview

We introduce the reputation-based mechanism from the per-
spective of an individual node i for brevity. In the network,
each node maintains a list of reputations, one for each of
its neighbors. For example, node i maintains reputation Rij

for its neighbor j, which represents i’s view of j’s prior
behavior.

When node i establishes a connection with its neighbor
j, it sets reputation Rij to an initial value, generally 0. If Rij

falls below i’s pre-defined threshold, node i will consider j
a dishonest node and terminate its connection with j. The
minimum threshold is not greater than the initial value.

4.1.2 Reputation value updating

Consider node i receiving transaction T from neighbor
j. The attached cycle cost is c cycle, and the real cycle
cost is r cycle. There are two cases when node i receives
transaction T . First, if node i has not previously received
transaction T , i will verify T . After identifying the type of
T , node i updates Rij as follows.

• VC transaction, c cycle = r cycle:
Rij ← Rij + r cycle.

• VI transaction, c cycle 6= r cycle:
Rij ← Rij −max{r cycle, c cycle}.

• Invalid transaction:
Rij ← min{Rij/2, Rij −max{r cycle, c cycle}}.

Second, if node i has received transaction T previously, it
can update reputation Rij according to the existing verifica-
tion result of T .

4.1.3 Reputation attenuation
Long-term behaviors represent historic evidence of a node’s
type. However, nodes’ behaviors may fluctuate for diverse
reasons including corruption from attackers. When the latest
data conflicts with previous data, we tend to give greater
weighting to the latest data and reduce the influence of
previous results. Thus, we propose an attenuation process
to increase the impact of recent data.

Reputation attenuation is a proportional decay of the
reputation value at fixed time intervals. Specifically, each
node i selects private values tij and pij , which respectively
indicate the attenuation interval and attenuation ratio of
Rij . Each reputation value Rij is updated to become pijRij

every tij units of time, where pij ∈ [0, 1] and tij > 0. This
reputation attenuation ensures that the impact of a specific
behavior on reputation is reduced over time.

We assume that the reputation Rij becomes stable after
mij units of time. It is proved that pij = 1 − tij/mij [21].
Thus, node i can accurately decide tij and pij by mij . When
node i considers that the stability of node j is changing, it
can dynamically adjust mij and change the corresponding
tij and pij .

4.2 Properties of the Reputation-based Mechanism
4.2.1 Privacy
The privacy of the reputation mechanism implies that only
node i can access and update reputation Rij . Other nodes
cannot accurately obtain Rij .

4.2.2 Independence
Independence means that reputation Rij is related only to
the historic transactions transferred from node j to node i.
In other words, other transactions from node k 6= j cannot
influence Rij . This prevents Rij from being influenced by
possible strategic attacks from any other node except i and
j.

4.2.3 Accountability
Node j is accountable for its transmissions. Assume that
node j receives transaction T from another node and for-
wards T to node i. In our design, node i knows that node j
sent T , but it is difficult to trace the path along with which T
came to node j. Thus, node i can only adjust Rij according
to its understanding of T from node j.

4.3 Advantages of the Reputation-based Mechanism
4.3.1 Low storage cost
The reputation-based mechanism has a low storage cost.
Each node consumes extra storage to store reputation values
for its neighbors and the results of verified transactions.
Each node maintains one reputation value for each neigh-
bor. According to the Bitcoin Core [36] protocol, a node
can have 125 neighbors. Each node additionally consumes
8 bytes to store a 64-bit double-precision number for each
neighbor and 1 kilobyte to store the reputation value of
all neighbors. To avoid duplicate transmissions and ver-
ifications, each node needs to store the identifiers of re-
ceived transactions and the verification results of verified
transactions. For each transaction, nodes are required to
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store three extra values indicating the validity, the verifi-
cation flag, and the real verification cost. The validity and
verification flag each need only 1 bit to be indicated. The
real verification cost needs 8 bytes to be indicated as a
64-bit double-precision number. The total extra cost of a
transaction is about 8 bytes. According to statistics [37],
the size of one Bitcoin transaction ranges mainly from 350
to 800 bytes. Our reputation-based mechanism represents a
comparatively low extra storage cost.

Other reputation-based mechanisms often require each
node to receive and store the reputation information of all
other nodes in the network, which entails high storage costs
[27], [33].

4.3.2 Low computational cost

The reputation-based mechanism has a low computational
cost. Each node may update the relevant reputation value
after receiving a transaction from a neighbor. Based on
the local verification result, the update requires only some
simple calculations. As the verification operation is much
more complicated than reputation updating, our reputation-
based mechanism has a relatively low computational cost.

Other reputation-based mechanisms often need to aggre-
gate reputation values from multiple nodes and consume
many resources to perform calculations with high computa-
tional complexity [25], [32].

4.3.3 Scalability

Nodes are constantly joining or leaving the blockchain
network. Under our reputation-based mechanism, a node
joining or leaving will respectively make its neighbors add
or remove only one reputation value. Increasing or decreas-
ing the number of nodes will thus require all nodes in the
network to perform only a small number of operations.
Therefore, our reputation-based mechanism can achieve
good scalability.

In contrast, other reputation-based mechanisms impose
more costs on all modes when a node joins or leaves
the blockchain network. For example, when a new node
joins the network, other nodes incur a high cost to store
evaluations of the new node on the blockchain [23] or create
a complex smart contract to maintain the reputation of the
new node [24]. The ensuing large demand for consumption
resources in the network may result in poorer scalability.

4.4 Resistance to Common Attacks

4.4.1 Accumulating reputation attack

An attacker may accumulate a high reputation and abuse
the resulting trust for malicious ends. This is an accumulat-
ing reputation attack.

Two factors hinder this type of attack. First, an attacker
must act honestly to accumulate a reputation. This requires
employing the same computing resources as honest nodes
to ensure a high quality of forwarded transactions. Second,
the attacker cannot accurately know the reputation values
its neighbors hold for the node, and thus cannot be certain
whether its reputation is sufficient to launch an attack.

4.4.2 Whitewashing attack
A whitewashing attack is common in reputation-based
mechanisms. A node with a low reputation may leave and
re-enter the network with a new identity. In our reputation-
based mechanism, if a node launches a whitewashing attack,
its reputation will be set to the initial value. A node with the
initial reputation value is not trusted. Any invalid transac-
tion sent by this node can thus be easily found.

In addition, when facing a new connection request, a
node can design a proof-of-work (PoW) puzzle for the
requester to solve before establishing a connection. This
further increases the cost of whitewashing attacks.

5 STRATEGIC VERIFICATION

This section introduces strategic verification, which is the
most straightforward application of our reputation-based
mechanism.

5.1 Transaction Verification in a Blockchain Network
To guarantee the security and correctness of the data on
the blockchain, block generators need to verify all received
transactions to ensure that every transaction in the block is
valid. DoS and DDoS attacks, which spread a large number
of invalid transactions, impose heavy verification workloads
on the block generators. To alleviate the negative impacts
from such attacks, traditional blockchain systems, such as
Bitcoin, require every node to verify all received transactions
and transfer only valid transactions. This is clearly costly
for each node. There is consequently an incentive for some
nodes to forward transactions as a free-rider without any
verification, thus saving their computational resources. This
is possible as there is no punishment for such malicious
behavior under the current blockchain protocol.

Using the reputation-based mechanism, we propose
a strategic verification mechanism to ensure that invalid
transactions cannot be spread widely while reducing the
number of verifications required. The main goal of our
mechanism is to encourage honesty and punish nodes for-
warding invalid transactions by adjusting their reputations.
Intuitively, a node trusts a neighbor with a high reputation
and doubts a neighbor with a low reputation. Therefore, a
node could decide whether to check a transaction based on
the reputation of the transaction sender. This can reduce the
total number of verifications by accepting transactions from
trusted nodes.

Note that strategic verification applies only to transac-
tion forwarding. To ensure the security and correctness of
the blockchain, if a block includes an invalid transaction,
other nodes will not accept the block. Therefore, when
generating a block, the generator must verify all selected
transactions to ensure that only valid transactions can enter
the block.

5.2 Verification Probability Function
Assume that node i receives a transaction T from neighbor
j. Node i will check T with a probability obtained from
the verification probability function fi, which is related
to reputation Rij . The verification probability function is
generally monotonically non-increasing, meaning that as
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the reputation increases, the probability of verification de-
creases. Each node would select a verification probability
function based on its conditions. Therefore, different nodes
may have different verification probability functions.

5.3 Minimum Verification Probability
An attacker may attack the reputation-based mechanism
by launching an accumulating reputation attack. It may
initially behave honestly to deliberately increase its reputa-
tion. After enough time, it can act maliciously to attack the
system. Such a node would have a high enough reputation
for other nodes to assign a low probability to check transac-
tions from the attacker. This would facilitate the accelerated
spread of invalid transactions over the network.

Setting a minimum verification probability can prevent
nodes from succumbing to this type of attack. Consider
node i, setting its minimum verification probability qi. No
matter the amount of reputation accumulated by a neigh-
boring node, node i would still verify received transactions
with a probability of at least qi. If an attacker with a high
reputation sends a large number of invalid transactions,
they would still be checked, resulting in rapid reputation
loss.

5.4 Strategic Verification Process
Assume node i receives a transaction T from neighbor j
and employs strategic verification. When node i receives
transaction T for the first time, it decides whether to verify
T . Instead of verifying all transactions, node i verifies T
with a probability of fi(Rij), computed from the verification
probability function. If node i decides to verify T , node i
will update reputation Rij based on the rules in Section
4.1.2, according to the type of T . It will then decide the
forwarding strategy. If node i does not verify T , it means
that node i trusts transaction T from neighbor j. In this
case, node i does not update reputation Rij and forwards T
in the same way as VC transactions are forwarded. If node i
has received T before, it will not update Rij because it may
not have verified the transaction before.

6 TRANSACTION FORWARDING ACCELERATION

Accelerating transaction forwarding in the blockchain net-
work is a concerning problem. This section introduces an
optimized transaction forwarding protocol. The reputation-
based mechanism is applied to accelerate transaction for-
warding.

6.1 Propagation Delay in a Blockchain Network
Propagation delays include delays to the propagation of
both blocks and transactions. Delays to transaction prop-
agation are more crucial because the speed of transaction
propagation directly affects block propagation. More specif-
ically, when a node receives a block, some transactions in the
block may be unknown, thus the node has to verify these
unknown transactions. The node can only further forward
the block after receiving and verifying all of the unknown
transactions. A substantial delay in transaction propagation
will increase the potential amounts of unknown transactions
in propagating blocks, thereby delaying block propagation.
Therefore, we focus on reducing delays in transaction prop-
agation.

6.2 Reducing Delay by Reputation
We briefly introduce Bitcoin’s current settings. As the basic
protocols in Nakamoto’s work [1] do not cover network-
ing, nodes in the same Bitcoin network may use differ-
ing network protocols and configurations. The developers
of Bitcoin give a widely used network protocol [38]. By
default, Bitcoin Core [36] allows up to 125 connections to
different neighbors, eight of which are outbound. Nodes
forward transactions through both inbound and outbound
connections. To reduce unnecessary transaction forwarding,
a node does not directly forward a complete transaction to
its neighbors. As Fig. 2 shows, a node sends an inventory
message (INV message) to ask whether a neighbor has the
transaction presented by its hash value. If not, the node
will send the specific transaction after receiving the get data
request (GETDATA message) from the neighbor.

Node 1

Node 2 INV message GETDATA message Transaction data

Transaction data

Fig. 2. Transaction propagation protocol between two nodes.

The simplest transaction propagation protocol is flood-
ing. Each node first sends an INV message to all neighbors
upon receiving a new transaction. It then sends the data
to any neighbor sending a GETDATA messages. However,
flooding exerts substantial pressure on two types of node:
those with many neighbors and those close to the transac-
tion proposer. Nodes with many neighbors must interact
with all of them, while nodes close to the transaction pro-
poser will receive and reply to GETDATA messages from
most of its neighbors. Therefore, a small number of nodes
may have to undertake much of the work of transmitting
specific transactions to all nodes in the network, which
makes propagation inefficient.

To improve the above protocol, we want to distribute
the tasks of transaction propagation. In other words, we do
not want any one node to reply to too many GETDATA
messages. Given that each node has at most eight outbound
connections, we restrict each node to replying to at most
eight GETDATA messages. That means each node only
forwards a specific transaction to eight neighbors at most,
thereby potentially distributing large amounts of work to
other nodes.

6.3 Transaction Forwarding Protocol
Our reputation-based mechanism accelerates propagation in
the network. The method focuses on the selection and pri-
oritization of forwarding targets during propagation. When
a node is seeking a recipient for the propagation, a neighbor
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with a higher reputation has a higher priority for being
selected as the recipient.

More specifically, when a node decides to forward a
transaction or a block, it sends an INV message to all its
neighbors. After receiving the INV message, any neighbor
requiring the data sends the GETDATA message. The first
node replies to the eight most-reputable neighbors among
all those that sent GETDATA messages.

There are two reasons why this strategy does not sim-
ply involve sending transactions to the nodes with the
highest reputation. First, because the node only forwards
the transaction to neighbors that have not received the
transaction, this strategy will eventually enable all nodes to
receive the transaction. Second, during data exchange, each
node adjusts its neighbors’ reputations. This would alter its
prioritization of forwarding.

7 DATA REQUEST PROTOCOL

Nodes in blockchain networks will request blockchain data
or other services from other nodes when needed. In most
existing blockchains, nodes respond spontaneously to data
requests. However, as the size and scale of the blockchain
grow, data request protocols will eventually require atten-
tion. A proper data request protocol assists nodes in select-
ing interaction objects, improving efficiency, and resisting
attacks. This section discusses the reputation-based data
request protocol.

7.1 Data Request in a Blockchain Network
In blockchain networks, a node that stores all block data
is called a full node. Other nodes that are not full nodes
need to interact with others to exchange the block data.
When a node needs some block data, it should interact
with other nodes by sending data requests. However, when
facing many data requests, the limited bandwidth and huge
communication overhead impede nodes from responding
to all requests. Moreover, attackers can issue millions of
fake requests, which may overwhelm nodes and make them
fail to serve others. Therefore, we propose a data request
protocol based on the reputation-based mechanism.

7.2 Two-Phase Data Request Protocol
Our data request protocol includes two phases. In the first,
a node sends a data request to its neighbors. If the node has
sufficient reputation from the perspective of its neighbors,
those neighbors with the data will send them. If there is
no reply, the node will enter the second phase: it sends a
request to some nodes in the network. If the receiving nodes
can provide data, they will issue their PoW puzzles. The
requesting node can receive the data after completing the
PoW puzzles.

7.2.1 The first phase
A pair of nodes with a stable interaction during transaction
transmission will usually have a stable mutual reputation
evaluation: they trust each other. Therefore, requests from
nodes with stable reputation values will be accepted.

Assume that node i tries to request data from its neigh-
bors. It can send requests to multiple nodes. From the

perspective of neighbor j, if the reputation of node i is high
enough, it will send a response to indicate that it can provide
the data. After receiving replies from the neighbors, node i
can choose a subset of the neighbors from which to obtain
the data.

7.2.2 The second phase
In many cases, a node would be unable to acquire the re-
quired data during the first phase. For example, a new node
requests the latest block of the blockchain from existing
nodes in the network, but the existing nodes do not have
reputation records of the new node. To make up for this
disadvantage, we design the second phase for nodes with a
low reputation to obtain the required services at a cost.

Consider node i requesting a specified data set from
node j. If node j has the corresponding data, it will generate
a PoW puzzle, whose difficulty is proportional to the size of
the data set, and send the puzzle to node i. Once node i
returns a correct solution to the puzzle, node j will provide
the requested data set to i after proving the correctness.

Node i may send multiple requests for the same data set
to different nodes to guarantee that at least one node has the
requested data. When receiving PoW puzzles from multiple
nodes, node i chooses to solve the puzzle from one of the
most-reputable nodes. Specifically, for a new entrant with
no reputation records, it could choose one of the responders
at random. Node i may not solve all received puzzles. As
the cost of puzzle generation is low, node i would not be
punished if it does not solve received puzzles.

7.3 PoW Puzzle
In the second phase, before a node provides data, the
requesting node must solve a PoW puzzle. A PoW puzzle is
often a function that is hard to invert. A well-known PoW
algorithm is hashcash [39]. When enumerating the solution
to the hash function, mismatched results are discarded after
testing, as they are useless. To make the best use of re-
sources, nodes can design a PoW puzzle such that the whole
computing process is meaningful. For example, the PoW
puzzle can be designed to compute the discrete logarithm
of an element in a cyclic group [40]. It is meaningful as
the hardness of the elliptic curve discrete log problem is
important in cryptography. BOINC [41] is another example
of computational resource usage. It collects the distributed
computational resources from independent nodes and uses
them to compute large-scale problems cooperatively.

Our second-phase protocol can apply a variety of PoW
mechanisms. Only two nodes—the sender and the receiver
of the service—participate in each data request process and
reach a consensus in our environment. Unlike strict PoW
consensus for all nodes in the blockchain, two nodes can
use various non-strict but scalable PoW puzzles to reach
a consensus. The advantage of the simple PoW consensus
is that it does not need to store strict consensus proofs,
does not occupy space on the blockchain, and has strong
scalability.

We also show that an attacker has no motivation to waste
a requestor’s computational resources by abusing the data
request protocol or providing incorrect data. First, potential
data providers are actively selected by node i, but an at-
tacker cannot actively find requests, preventing the attacker



8

from sustaining an attack against a certain node. Second,
a requesting node can verify the correctness of received
data by requesting hash values from other peers, making
incorrect data easily detected. Third, an attacker cannot
impose an unreasonably large computation burden for one
data request. As there is often more than one node in the
blockchain network that can provide the same data, the data
requester will choose to solve puzzles with reasonable costs.
Overall, attackers cannot obtain stable and large profits by
providing incorrect data, and the risk of being discovered is
high.

8 PERFORMANCE EVALUATION

This section provides the results of simulations conducted
as multiple sets of trials in various environments.

8.1 Simulation Settings

This subsection describes our simulation settings. For the
convenience of simulation, we discretize time into periods
of fixed length. The given results are for 200 such time slots,
as all measured performance data subsequently change very
little.

8.1.1 Generating transactions

Each node has a 1% probability of generating a new trans-
action in any time slot. Honest and lazy nodes only gener-
ate VC transactions. A malicious node will generate equal
amounts of VI and invalid transactions only. Nodes that
generate some VC transactions are acceptable in some net-
works, but nodes that do not generate any VC transactions
are unacceptable in every network. To make our simulations
generally applicable, the malicious nodes do not generate
any VC transactions.

We next introduce the method to generate the cycle cost
of transactions. The cycle cost of each transaction is very
similar to the gas, which is the pricing for running a trans-
action in Ethereum [3]. We crawled 388,691 transactions in
Ethereum and used the gas number of these transactions
as a reference to estimate the cycle cost in our simulations.
Among the studied transactions, 157,967 transactions each
had 21,000 gas1. About 86% of the crawled transactions had
a gas number smaller than 105, and no more than 0.5% had
a gas number above 106.

To generate transaction cycle costs in our simulations,
one of the crawled transactions is selected at random, and
its gas number is assigned as the cycle cost. For simplicity,
any selected gas number greater than 106 is assigned a cycle
cost of 106.

8.1.2 Verifying transactions

Only honest nodes in these simulations verify transactions.
When a node receives a transaction for the first time, it
decides the probability of verifying it. All honest nodes here
use the following verification probability function:

1. 21,000 is the standard gas limit for regular transactions in
Ethereum.

f(x) =


1, x < 0

1− x/(4× 106), 0 ≤ x < 3× 106

0.25, x ≥ 3× 106

where x is the sender’s reputation value.
The function contains three cases:

• x < 0 indicates an unreliable sender whose sent
transactions will certainly be verified.

• As a node continuously sends correct transactions,
its reputation value will increase and its sent trans-
actions need less frequent verification. Specifically,
according to the statistics of transactions’ cycle cost,
the verification probability reduces by 0.5% every
20,000 cycles. In other words, it is set to be the linear
function 1− x/(4× 106).

• To avoid a possible accumulating reputation attack
(see Section 5.3), the minimum verification proba-
bility is set as 25%. Even the most reliable sender
will have a 0.25 probability of the receiver seeking
validation.

8.1.3 Transferring transactions

Nodes follow the rules in Section 3.3 to transfer transactions.
As mentioned in Section 6, for each transaction, a node
selects at most eight neighbors that have never received the
transaction and forwards the transaction to them.

8.1.4 Reputation attenuation

For any two nodes i and j, we assume that the reputation
Rij becomes stable after 100 time slots. As discussed in
Section 4.1.3, pij = 1 − tij/100. We choose pij = 0.9 and
tij = 10. The reputation value Rij is thus adjusted by node

i every 10 time slots to Rij = Rij −
⌊
Rij

10

⌋
.

8.1.5 Test graph and node types

We apply the Watts–Strogatz model [42] to generate G =
(V, E), in which V is the node set and E is the connection set.
In our simulations, G satisfies |V| = 2000, |E| = 20000, and
we rewire each connection with the probability of β = 0.5.
This model can generate graphs revealing the properties of
real-world social networks.

We run simulations in two series of environments. The
first comprises three sets of simulations with 60%, 70%, or
80% honest nodes. The rest are malicious. (There are no lazy
nodes.) The second series of three simulations has half of
the nodes honest, and 10%, 20%, or 30% lazy nodes. The
remainder are malicious. Each simulation runs 10 times,
and average results are used to draw figures. The different
node types are evenly distributed in our simulations. As we
conduct several simulations with differing proportions of
each node type, a particular node might have different type
in different simulations. For simplicity, the honest, lazy, and
malicious nodes are respectively labeled as H nodes, L nodes,
and M nodes.
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8.2 Simulation Results
8.2.1 Spread of invalid transaction
To measure the spread of invalid transactions, we define
the spread ratio for each transaction. As our mechanisms
and protocols only value the interests of honest nodes, the
spread ratio of a transaction represents the fraction of all the
honest nodes that receive it.

Fig. 3 shows the cumulative distribution of the spread
ratio for invalid transactions in different environments. The
total invalid transaction ratio is the fraction of all initial
transactions that are invalid. Its lowest value on the x-axis
is 0.6, because over 60% of invalid transactions would be
blocked by any honest node receiving them. The results in
Fig. 3(a) are environments without lazy nodes, and those
in Fig. 3(b) are for environments with 50% honest nodes.
Invalid transactions appear to spread less when the pro-
portion of malicious nodes is higher. This occurs because
an increase in the proportion of malicious nodes reduces
the proportion of VC transactions. As any malicious node
would then forward fewer VC transactions, its reputations
would decline more quickly, and its sent invalid transactions
would be discovered sooner. In all cases in Fig. 3, no invalid
transaction spreads to over 10% of honest nodes, and over
90% of invalid transactions spread to less than 5% of honest
nodes. Therefore, our mechanism can effectively prevent the
spread of invalid transactions.
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Fig. 3. Spread of invalid transactions among honest nodes on graph G in
environments (a) without lazy nodes and (b) with half of nodes honest.

8.2.2 Changes in reputation and connections
Fig. 4(a)(c) shows the progression of average reputation
scores from the perspective of honest nodes in environments
without lazy nodes on graph G. In all cases in Fig. 4(a), hon-
est nodes rapidly gain reputation, and their scores stabilize
between 2 × 106 and 2.5 × 106. The jaggedness is due to
reputation attenuation. Fig. 4(c) shows an initial brief rise in
average reputation for malicious nodes. A subsequent drop
is followed by stabilization below −1.0 × 105. The rise is
faster and falls slower when the proportion of malicious
nodes is lower. This is because increasing the proportion
of malicious nodes allows each of them to transfer more
invalid transactions, thereby decreasing their reputations.

To measure the changes in connections made by honest
nodes, we focus on the proportion of current connections of
a certain type relative to the initial number of connections
of that type. As our concern is honest nodes, the considered
connection types include at least one honest node. The
progression of the ratio reflects changes in the nodes that
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Fig. 4. Progression of average reputation for (a) honest and (c) malicious
nodes from the perspective of honest nodes on graph G in environments
without lazy nodes. Proportion of connections (relative to initial condi-
tions) maintained between (b) two honest nodes and (d) one honest
and one malicious node.

honest nodes select to be their neighbors. Fig. 4(b)(d) show
results in environments without lazy nodes on graph G. The
honest nodes retain over 95% of their connections with other
honest nodes, while almost all connections with malicious
nodes are lost. This implies our reputation-based mecha-
nism allows honest nodes to detect malicious nodes among
their neighbors. As the proportion of malicious nodes in-
creases, the speed of their disconnection from honest nodes
increases in a trend matching their declining average repu-
tation. However, the graphs do not imply that the number
of remaining connections to malicious nodes is greater at
low proportions of malicious nodes, as there were fewer
malicious nodes to start.

Fig. 5 shows the results for environments with 50%
honest nodes on graph G. For this fixed ratio of honest
nodes, increasing the proportion of malicious nodes in-
creases the speed at which they are found. This is similar
to the results in Fig. 4. The similarity of Fig. 5(d) and
Fig. 5(f) indicates that lazy and malicious nodes are ex-
cluded similarly quickly. This is because the vast majority
of transactions sent by each node are transactions from
other nodes. Invalid transactions generated by a malicious
node itself represent only a small proportion of all the
transferred transactions. As lazy nodes and malicious nodes
do not verify transactions, they transfer similar proportions
of invalid transactions, and are thus similarly undesirable
from the perspective of honest nodes.

8.2.3 Versatility on different graphs
To test the versatility of our mechanism for different graphs,
we consider another random graph model called the power-
law random graph [43]. We apply the algorithm given by
Volchenkov and Blanchard [44] to generate G′ = (V ′, E ′), in
which V ′ is the node set and E ′ is the connection set. In our
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Fig. 5. Progression of average reputation for (a) honest, (c) malicious,
and (e) lazy nodes from the perspective of honest nodes on graph
G in environments with 50% honest nodes. Proportion of connections
(relative to initial conditions) maintained between one honest node and
(b) another honest node, (d) one malicious node, and (f) one lazy node.

simulations, G′ satisfies |V ′| = 2000 and |E ′| = 18229. This
algorithm can generate scale-free power-law random graphs
that follow the topology of complex “real-world” networks.

Fig. 6 visualizes the spread of invalid transactions dur-
ing simulations run on graph G′. The simulations were
equivalent to those run on graph G, and the corresponding
results are similar to those in Fig. 3. None of the cases in
Fig. 6 have invalid transactions spreading to over 10% of
honest nodes, and over 90% of invalid transactions spread
to less than 5% of honest nodes. Thus, our mechanism can
effectively prevent the spread of invalid transactions on both
graphs G and G′. The results in Fig. 7 for environments
without lazy nodes on graph G′ show reputation declines
and disconnections for malicious nodes similar to those in
Fig. 4. Overall, although the simulations are run on graphs
generated by different algorithms, running simulations with
graphs of similar scale and node proportions leads to similar
results, thus indicating the versatility of our mechanism.

8.2.4 Propagation acceleration
To test our reputation-based transaction forwarding proto-
col for propagating transactions in a network, we compare
the following three forwarding strategies.
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Fig. 6. Spread of invalid transactions among honest nodes on graph G′
in environments (a) without lazy nodes and (b) with 50% honest nodes.
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Fig. 7. Proportion of connections (relative to initial conditions) main-
tained on graph G′ (in environments without lazy nodes) between one
honest node and (a) another honest node and (b) one malicious node.

• Reputation strategy: Nodes forward a transaction to
the eight most-reputable peers that do not have it.

• Random strategy: Nodes forward a transaction to
eight random peers that do not have it.

• Mixed strategy: Nodes forward a transaction to the
four most-reputable peers and four random peers
that do not have it.

The environment for testing acceleration performance
has 80% honest and 20% malicious nodes. The speed
of propagating transactions is recorded as the time slots
needed for each transaction to be received by at least 80% of
honest nodes.

Fig. 8 shows the cumulative distribution of time slots
required for at least 80% of honest nodes to receive trans-
actions. Fig. 8(a) and (b) differ in maximum network band-
width. The figure shows that the reputation strategy per-
forms better than the random or mixed strategies, requiring
about half of the time needed by the random strategy in
8(b).

9 CONCLUSION AND FUTURE WORK

This paper proposes a holistic reputation-based mechanism
derived from monitoring the quality of transactions from
neighbors. Each node locally maintains a list of its neigh-
bors’ reputations derived from the verification results of
transactions received from them. We have sought broad
applicability of the reputation-based mechanism in the
blockchain environment. The proposed strategy aims to
prevent the spread of spam transactions while reducing
nodes’ verification workloads. We also optimized the trans-
action forwarding protocol to reduce propagation delay, and
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Fig. 8. Time slots needed for transactions to be received by at least
80% of honest nodes (i.e., 64% of all nodes in the test environment with
80% honest and 20% malicious nodes). Each node can transfer any
transaction to any peer at most (a) 32 times or (b) 64 times in one time
slot.

proposed a two-phase protocol for data exchange between
blockchain participants. A series of simulations demon-
strated the performance of our reputation-based mechanism
and our proposed applications. The results show that our
reputation-based mechanism can prevent the spread of in-
valid transactions, allow honest nodes to efficiently identify
lazy and malicious nodes, adapt to different environments,
and accelerate the speed of propagating transactions.

Strategic verification significantly reduces the number of
verifications, but it does allow some spam transactions to be
spread in the network, especially compared with carefully
verifying all transactions. In addition, attackers might be
able to flood the system with spam transactions for a short
period after accumulating a high reputation. However, our
simulation results provide compelling evidence that they
will be effectively identified in the long-term. Note that
the spam transactions will not pose threats to the system’s
security, as miners in the consensus layer will verify each
transaction carefully before generating blocks.

Our future work will explore the relationship between
fault-tolerance accuracy ε and verification probability com-
plexity. Developing the reputation-based mechanism to
aggregate more variables, thus establishing relationships
among nodes’ properties (such as capability, network band-
width, and computational resources), is a substantial chal-
lenge. We also intend to discuss the numerical and function
designs. We anticipate a huge amount of scenarios where
reputation techniques can be applied. We will promote
the reputation-based mechanism as a creative and efficient
solution to the current concerns facing blockchains.
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